03. Fisher Information: Statistics Jopovation

3. Fisher Info vs. Shannon Entropy

1. Motivation: Curve Fitting

e Task: To fit a probability distribution p(x; ;) characterized by one or more
parameters 6, to a set of data {xy, ..., x,}.

Idea: For a given data set {x;}:
Step 1: Chose a general form of p that matches the data.

Step 2: Find a concrete form of p by using the data to
construct an estimate of p's parameter.

e Question: Is there a measure of how accurately a data set estimates a
parameter 8 of a probability distribution p?

- Answer:Yes! And it's called the Fisher information I, (p) of {x;}
with respect to p(x; 0).




Examples of probability distributions

Ex. 1. Gaussian (or Normal) distribution.

e_(x_u)2/20.2, —o0 < x < oo

auss\X; O, —
Pac ( ,Ll) O'\/Zl'

Parameters: u = mean, o = standard deviation

Pauss(X; 0, 1) <S— "Bell curves”

u=0and o= 0.5 (solid)
u=0and o =1 (dotted)
1= 0and o =2 (dashed)



Examples of probability distributions

Ex. 2. Exponential distribution.
—-Ax x>0
pExp(x; )= { Ae ’ _

0, x <0

Parameter: A = rate
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Examples of probability distributions

Ex. 3. Gamma distribution. _
Gamma function:
a (0'e)
pGamma(t; a, A) = ta_le_)lt, t>0, ['(a) = j ua—le—udu’ a>0
I'(a) 0

Parameters: o = shape, A =rate < a =1 reproduces
exponential distribution!

2.5
2.0
1.5

pGamma(t; a, /1) p Gamma(t; a, /1)

1.0,

a=0.5,4=1 (solid) a=>5,1=1(solid)
a=1,1=1 (dotted) a=10,1=1 (dotted)



Chosing a probability distribution for a data set

Ex. Data set = Observed times separating a sequence of small earthquakes, Hollister, CA.*
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Observed data (solid line) particular parameter values for
Dy (dots) the gamma distribution?
Pgamma: @ = 0.509, 4 = 0.00115 (triangles) - How much "information" about

the data set do they contain?

*Udias, A. & ]. Rice (1975) "Statistical Analysis of Microearthquake Activity Near San Andreas Geophysical Observatory, Hollister, CA", Bulletin of the Seismology
Society of America 65, pp. 809-28. 5



2. Fisher Information

e For a probability distribution p(x; 6) with unknown parameter 6,

we can use the data set {x;} to construct an estimate 6 of 6. .. .. 1o do this:

sample mean, ratio,

. A . method of moments,
e Task: Find a measure of how good p(x; @) fits the data. method of max likelihood.

Def. 1 (Expected error). Let 6 be an estimate of a
parameter 6 in a probability distribution p(x; 0). |
The expected error E(6 — ) of 6 is given by: s e average eror witn

respect to the distribution p.
E(0—6) = f (6 — 0)p(x; 0)dx
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Def. 2 (Mean squared error). Let 6 be an estimate of
a parameter 6 in a probability distribution p(x; 9).
The mean squared error e? of 6 is given by,

e? = J(é — Q)Zp(x; 0)dx

The average squared error with
respect to the distribution p.

4

e Question: Is there a lower bound on the . . . .
R S If a given estimate achieved this bound, we
mean Squared error Of an estlmate 9? would know it could not be improved upon!

Answer: Yes! The "Cramer-Rao Inequality”...



Claim (Cramer-Rao Inequality). Let 6 be an estimate of a parameter 6 in
a probability distribution p(x; 6). If 8 is "unbiased"; i.e., E(6 — ) = 0,
then the mean squared error has a lower bound:

1

2 >
Ipish (p; 6)

e

a 2
where I, (p; 0) =J<—logp(x; 9)) p(x; 0)dx

20

e So: As I, (p; 0) increases, e? decreases.

- Which means: The greater I, (p; 0) is, the more accurate an unbiased
estimate @ of the parameter 6 in p(x; 8) is with respect to the data set {x;}.

I (p; 0) is called the "Fisher information" of the probability distribution p(x; 8).

- Note: I, (p; 6) is independent of any particular estimate 6.
- So: Regardless of the estimate you're using for 8, I, (p; 0) tells you how accurate it is!



Proof of Cramer-Rao Inequality
For an unbiased estimate, E(§ — 0) = f(é — 0)p(x;0)dx =0

So: if(é—@)pdxz—jpdx+f(9 9)—dx—0

Or: J(H 9)—dx—1 S Jpdx =1
. dlo gp dp _ (dlogp
@J( —9) pdx = 1 Qﬁ_(ae )p

or: j (algg P @) ((6-6)yp)dx =

or: (f,g)=1 S f = (alogp\/ﬁ) s ((9 9)\/_) and(, ) is the inner product

dlog p\* .2 |
So: j ( 50 ) pdx (9 — 9) pdx =1 <« by the Cauchy-Schwarz Inequality:
(f, X9, 9) = Kf, DI

N\ AN J
Y Y
IFish(p; 9) 82




Def. 3 (Fisher Information). The Fisher Information I, (p; 0)
of a probability distribution p(x; 0) is given by:
2
Lo 6)= [ (35108p00)) p(s 01

4

Note 1: As an inverse lower-bound on e?, I, (p; 8) is a measure of how
accurately a probability distribution p(x; ) fits a data set {x;} with respect to
(unbiased) estimates of the parameter 6.

2
Note 2: Let (%log p(x; 9)) be the sensitivity of p(x; 6) to 8 with respect to the

data set {xi}. NN /06logp indicates how logp changes as 6 changes

- Then: I, (p; 0) is the average sensitivity of p(x; 6) to 8 with respect to the data
set {x;}.



Def. 3 (Fisher Information). The Fisher Information I, (p; 0)
of a probability distribution p(x; 0) is given by:
2
Lo 6)= [ (35108p00)) p(s 01

Note 3:

Claim. The Fisher information I, (p; 0) can also be expressed by

62
Iish(p; 0) = _f (aezlogp(x 9)>p(x 0)dx

4

- So: The sensitivity of p(x' 0) to 6 with respect to the data set {x;} can also

be identified with — ﬁlog p(x; 0).

A\IN

The "gradient content"” of p: how "spread out" it is.
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Proof of Claim

Note: Jp(x; 0)dx = 1
So: g j  0)dax = 0

So: 0= j%p(x; 0)dx = j (%logp(x; 9))p(x; 0)dx
O ap _ (6logp)p

00

0 _a 00
0= aeJ (59 log p(x; 9))p(x; 6)dx
0% ; e
:Jf <—aezlogp(x;9)>p(x;9)dx+JF (6010gp(x;0)> pgxe ) i

2

g 08P 0) ) plx;
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Example: Gaussian distribution

pGauss(-X; o, .u) = e_(x_”)z/zaz Gl
oV2m
1 1 (x — p)?
Note: lo auss] = —=log(2m) — =1 2y _ X2 77 4t
Note: 1og[pcauss] > og(2m) > og(a*) 557
0 X — U
S0: = lo auss] — —
200 5, 108[PGauss] — Al .
0 1 N
And: —— — 4
ﬂ a‘uz log[pGauss] — —F A
62 5N o =
S0: Tpish(P Gausss 1) = — j (a_ﬂz log [pGauss])pGaussdx
1 Ok 1 |
= _Zj pGaussdx i 0 0
o p=0and o = 0.5 (solid)

The "variance" 02 of Pg.yss:

how "spread out" it is.

u=0and o =1 (dotted)
1= 0and o =2 (dashed)

- Suppose these Gaussians are plots of data sets produced

by three different thermometers (random variables) that

measure the temperature of a room (unknown parameter).
- The solid set has the smallest 0% (sharpest "peak"), hence

the largest I, and hence is the most sensitive to
changes in the temperature of the room.
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2. Fisher Information vs. Shannon Entropy

. . LN
Fisher Information - The average value of the sensitivity
2
0° — a—log p(x; 8) of a probability
() = | [ : : 262 ’
Trisn(P; ) J (692 log p(x; 9)> p(x; 0)dx distribution p(x; 0) to 6.

- How spread out p is with respect to 6.

- The average value of the Shannon
information content —log,p(x) of a

Sshan(p) = — j(logzp(x))p(x)dx probability distribution p(x).

- How spread out p is.

Shannon entropy

The "variance" 6% of P ayss:

1
i RLGII: IFiSh(pGauSS; M) = —F n "o
0-2 < S how "spread out" it is.

Claim. SShan(pGauss) — logzw/Zne + 10g20' fl << The "standard deviation" o of P¢,ss-

also how "spread out" it is.

Note: The greater the spread of p,
the more its Shannon entropy, and
the less its Fisher information.
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Proof of Claim:

pGauss(x; 0, .u) —

1
So: lOgZ[pGauss] = —510g2(2ﬂ02) -

S_O: S Shan (p Gauss) —

1
= Elogz(Znaz) +F

o—(x—p)?/202

oV2n

_Jlogz(pGauss) DGaussdX

1 2
= EIOgZ(ZTCO— )ijauss

H_/

1

log,(e) 2
20 2

1
= Elogz(Znaz) + Elogz(e)

1
= Elogz (2no?e)

= log,V2me + log,o

1
082(3) j(x - .u)szauss

J

Y
0-2
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